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Abstract

Insurance companies often face barriers to sharing data across institutions due to regulatory requirements or privacy concerns.
Consequently, client data may be imbalanced or limited, negatively impacting prediction model performance. An innovative risk
prediction framework is proposed leveraging Federated Learning (FL) and collaboration between insurers while maintaining data
privacy through secure multi-party computation. Experiments demonstrate the approach's effectiveness for prediction tasks with
data from different insurers while addressing privacy as a critical concern in a real-world setting.

Collaborating across insurers to improve prediction capabilities and foster a more competitive environment is particularly
important for small- or mid-sized auto insurance organizations. Insurers need to know in advance the likelihood of a client
suffering an accident in order to set an accurate premium. Setting a value below the acceptable level without sufficient client
knowledge may lead to subsequent losses; on the other hand, if the value is too high, the client may seek a cheaper option with
another insurer. Thus, prediction tasks should be pursued prior to opening for new business, as the distribution of variables may
change. However, data sharing across institutions should not be allowed due to the regulatory requirements (e.g. GPDR or
CCPA).

In light of the above, a FL framework is proposed to tackle an auto insurance risk prediction task in which the data are isolated in
distinct clients. Importantly, no raw data are shared across participants, and the FL settings are conducted without preserving the
trained models. Nevertheless, the framework still encompasses a unity in the business aspect of prediction tasks while ensuring
the required privacy.

Keywords: Federated Learning in Insurance, Privacy-Preserving Risk Prediction, Secure Multi-Party Computation, Cross-
Insurer Collaboration, Auto Insurance Risk Modeling, Regulatory-Compliant Data Analytics, GDPR and CCPA Compliance,
Distributed Machine Learning, Client Data Privacy Protection, Federated Prediction Frameworks, Imbalanced Insurance Data,
Small and Mid-Sized Insurer Analytics, Pre-Binding Risk Assessment, Premium Pricing Optimization, Cross-Institutional Model
Training, Privacy-Aware Predictive Modeling, Decentralized Data Analytics, Collaborative Insurance Intelligence, Secure
Federated Architectures, Real-World Federated Learning Deployment.

1. Introduction

collaborative modeling, which often leads to privacy
violations and even the leakage of sensitive data. Federated
Learning (FL) provides a series of solutions for cross-
institution collaborations with data privacy and security
preserved, enabling insurers to improve their prediction
models without sharing data across organizations.
However, there exists no work that considers FL for
predicting the risky customers of auto insurers. Aiming to
fill this gap, this study customizes the standard FL

Auto insurance risk prediction is one of the most important
tasks for car insurers, as it directly impacts their
profitability and competitiveness. Existing research has
shown that the prediction performance deteriorates if the
data available for training the models is limited. In practice,
for insurers with a small number of customers, data privacy
requirements hinder the sharing of customer data for
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paradigm and develops a framework for managing the
cross-insurer prediction tasks of an insurance company that
holds data only for a small part of customers.

The proposed framework offers a flexible solution that
truly fulfills the requirements of federated learning in a
cross-insurer prediction scenario, and comprises three
aspects that are critical for privacy-preserving, federated
prediction tasks. First, a detailed federated learning
architecture is described—including the role definition for
the server and clients, the communication protocol, the
security mechanism, the aggregation strategy, the fault-
tolerance capacity, the scalability, and the synchronization
method. Second, a general data preprocessing and feature
engineering procedure is proposed to tackle the data
cleaning, normalization, encoding, and feature-construction
tasks. Last, the evaluation methodology for measuring the
predictive performance of the cross-insurer FL task is
formulated, ensuring that the evaluation process adheres to
the privacy-preserving principle. An empirical evaluation
scheme is finally constructed to simulate realistic datasets
and benchmark the entire prediction process in a realistic
federated setting.

1.1. Overview of the Research Context

The auto insurance market constitutes a major, fast-
growing segment of the financial industry for financial
institutions that offer policies covering vehicle risks.
Collisions, damage caused by natural disasters, and motor
theft impose heavy burdens on policyholders and their
insurers, but available datasets relevant for building
predictive models are concentrated in the vaults of
individual companies and cannot be shared among them
due to privacy concerns. Building predictive models that
leverage auto insurance risk data held by different
companies can be achieved via aggregating training data in
a central repository, yet this necessitates the violation of the
privacy of insurance clients. Indeed, financial institutions
must not only protect the privacy data of their clients and
business partners, but also disclose suspicious transactional
records to the monetary judicial organs. Other accepted
legal regulations on financial institutions and insurance
companies determine a code of conduct that demands the
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non-sharing of customers’ data, even with other
institutions.
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Fig 1: Privacy-Preserving Cross-Institutional Risk
Modeling: A Regulatory Framework for Secure
Insurance Intelligence Sharing

Despite the above barriers, intelligent Banking regulation
requires the financial supervisory department to fully
analyze the combination of domestic cross-insurance data,
create an information data model that can transfer and
integrate domestic insurance data in accordance with data
security standards, and actively explore the possibility of
cross-insurance relationship modeling. This regulation
serves as the basis for forming a trustworthy insurance
early warning mechanism, and lays the foundation for
financial information-sharing from the perspective of Bank
insurance cross-industry combination.
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2. Background and Motivation

Risk prediction is an important task in the insurance
industry, for which a training process requires a large
amount of labeled historical data. However, due to data
privacy requirements and other considerations, many
organizations, including insurance companies and
hospitals, are faced with a significant challenge: their data
cannot be vertically shared with other organizations.
Therefore, it is still difficult to achieve a truly generalizable
model even though different organizations have been
collecting private data for years, especially for expensive-
to-construct Labelers rare event models. In the context of
federated learning (FL), the recent establishment and
increasing attention of compliance approaches such as the
General Data Protection Regulation (GDPR) provide
unprecedented opportunities for data collaboration.
Privacy-preserving federated learning techniques make it
possible to keep sensitive data locally while still benefiting
from cross-institutional collaboration.

However, through the literature review, it is found that the
existing FL studies focus on the cross-device and cross-
organization scenarios such as mobile phone manufacturers
and banks, while lack of a real cross-insurance eauto risk
prediction experiment. On the one hand, the collaboration
of several insurance companies can maximize the
advantages of federated learning and provide stable
prediction models for the minority group of insured persons
with insufficient data. On the other hand, the advantages of
federated learning can also be investigated by simulating
the non-11D data distribution of different insurance
companies. The hypersurface of automobile insurance
demand prediction among different insurance companies is
made for better tectonic traffic conditions, and the process
is safe enough to resist all extreme events.

Equation 1) Problem setup and notation
Let insurer/client k have local dataset:

Dy = {(xk,j:yk,j)};lil, Ny = | Dyl
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o xi; € R4: engineered features (after local
preprocessing)

ey, €{0,1} (or y € Rif using regression):
accident/claim outcome

A model with parameters w € R? predicts 9 = f(x; w).

IHustrative performance vs FL rounds (synthetic example)
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2.1. Key Research Questions and Obijectives

The key research questions revolve around whether a
trustworthy predictive model for a target risk can be
effectively built using data from different insurers that
cannot be shared, how it can be achieved in a federated
manner, and how the variability of the sharing scenario—
without data sharing for either party, with cross-clients data
sharing by one party or both parties, and with unbalanced
dataset sizes—affects the results. The main objective is to
investigate the feasibility of building predictive models for
auto insurance risk assessment that preserve the privacy of
the training data while benefiting from data belonging to
another insurer. The research seeks to broaden the
application of federated scenarios in areas where the
training process cannot accommodate a heterogeneous
feature space. Success is measured by predictive
performance and fairness metrics, and the main expected
contribution lies in extending the applicability of federated
learning to domains such as finance, insurance, and
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medicine, where a privacy-preserving data-sharing
alternative can improve prediction quality.

Auto insurance risk is assessed using a federated learning
(FL) framework that enables cross-insurer collaboration
without raw data exchange. The underlying data from
different insurers typically come from different populations
and therefore follow different distributions. Additionally,
an FL setup often involves non-independent identically
distributed data across participating clients. Simply
combining datasets belonging to different parties is
therefore not the preferred way of constructing a predictive
model, with a federated paradigm offering a more efficient
way of utilizing both datasets without directly sharing
protected data. Evaluating cross-insurer predictive
scenarios without sharing sensitive client data constitutes a
substantial step toward addressing regulatory concerns
about the protection of sensitive data and encouraging
adoption and implementation by the multinational
insurance industry.

3. Related Work

Progress in federated learning (FL) research, encompassing
theoretical formulations and design guidelines, influences
transfer learning solutions for cross-institution scenarios
within a federated environment. Empirical studies converge
on three aspects: predictive modeling with risk assessment
or measuring sensitive attributes in non-11D data; federated
implementations with simulated data from different parties;
and local processing of sensitive information before
aggregation. Remarkably few applications relate to cross-
insurer risk prediction in the auto domain, with notable
exceptions addressing claim severity.

Improvements in logistics may spur further deployments.
Nevertheless, disparate institutional objectives, insufficient
homogeneity among insurance portfolio characteristics, and
resource allocation disparities continue to hamper the
establishment of cross-organizational risk prediction
models. FL has become a trending topic in artificial
intelligence since early 2020. However, different interests
among organizations hinder effective cooperation. Despite
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a wealth of literature on privacy-preserving methods, in
most cases, data owners still share their sensitive
information. Such sharing is not allowed by regulations in
many countries, thereby preventing more precise risk
models. The Problem with Privacy-preserving Methods
presents half-hearted attempts to develop a solution that
respects data privacy, keeping sensitive information local in
a precise but inconvenient way.

Fairness
Approac AUC Accurac;_/ gap A
. . (illustrati . .
h (illustrative) (illustrati
ve)
ve)
Isolated | 0.694761174578 | 0.7 0.08
0351
Federate | 0.746133201432 | 0.75 0.04
d 4772
Centraliz | 0.778763106380 | 0.77 0.03
ed 029

3.1. Review of Existing Literature and Trends

Within the domain of federated learning, existing
investigations cover a range of aspects and variably
contribute to the cross-institution setting. Certain studies
focus on knowledge sharing across institutions with limited
data. For example, Wang et al. propose a collaborative
model utilizing data from several sources, with results
suggesting that integrating data from one additional source
substantially improves effect prediction. Earlier work by
Liu et al. leverages sparse information from a different
population via transfer learning. Zhu et al. offer a different
perspective, introducing a mixture-of-experts FL
framework for disease prediction across heterogeneous
institutions — one with abundant yet heterogeneous data,
and the other with scarce samples. In a related vein, Zhao et
al. share knowledge among hospitals specialized in
different complex diseases. Although these suggestions
advance the transfer learning paradigm, they use
information from only one source during implementation.
First-order FL optimization methods have also attracted
research attention. For instance, Zhang et al. organize a
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cluster of client devices into an auxiliary leader group and
upgrade group leaders collaboratively to speed up model
convergence. Xu et al. introduce partially asynchronous FL
by decoupling model training and update operations,
enabling certain clients to conduct asynchronous parameter
updates while model training progresses. Besides, Zhang et
al. design a linear-coupled Block Neil MET method,
reducing the overall task dimension and local data
communication overhead.

Simplicity of the architecture is a priority in most existing
FL studies so as to ensure widespread application across
resource-constrained devices. Pseudo-identity-enhanced FL
allows a limited number of clients at each training round,
while a deeply reinforced deployment-identity-associated
federated framework seeks to correlate clients classified as
being in the same deployment domain. Moreover,
exploitation of differential privacy provides extra data
protection without significant degradation in FL
performance.

Fig 2: Adaptive Federated Learning for Cross-
Institutional Intelligence: Synergizing Asynchronous
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Optimization, Knowledge Transfer, and Privacy-
Preserving Architectures

4. Problem Formulation

Consider a set of insurers N offering auto insurance and
aiming to predict at renewal time whether their customers
will suffer a claim in the next policy period. For each
insurer €N its past Gl data is represented as Ui, with
features (e.g., distance driven, age, power) Wi and
demographic/political attributes bi . For each i the model is
to predict the target Ai, being usable by all when new
customers apply for insurance. (Insurers use these
homeland data to predict, but on future customers they
want to predict at renewal). The models are local to the
insurers but the data are not independently and identically
distributed from multinomial logic nor Bellman
reinforcement learning, since Ai has cross correlation
across i .

The standard FL scenario which enables new prediction
(test time) cross-insurer prediction is that each set Ui is
equiprobable, that is, has the standard same distributions.
However, past Gl data are lived by customers, so they take
their homeland (the homeland of the modeler) to England,
then to school. Previous models built by Gl, other than
customer experience, have distinguishable accuracy Ai, Aj,
Ak on homeland interactions. Therefore, when trying to
expand predict model to a foreign country on future
customers Gi\with their homeland past data has no cross
effect.

4.1. Data Heterogeneity Across Insurers

The data sources for the prediction task are not independent
and identically distributed (non-11D) across the insurers.
The feature distribution shifts across the three Taiwanese
insurers providing automobile insurance. The predictive
features do not share the same space across the insurers,
and the target values as well as distributions of values of
the features also vary across the insurers, making the
prediction task even more challenging.
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Using data from a single insurer usually results in the
trained model not performing well on prediction tasks for
other insurers. To somewhat alleviate these issues and
improve the model’s prediction performance on data from
other insurers, the data from the three insurers can be
jointly used for model training.

Equation 2) Local empirical risk and the global
federated objective
Step 1: Define the per-sample loss

For binary risk prediction, common losses include logistic
loss:

2(w;x,y) = —ylog(a(wTx)) — (1 — )log(1 — a(wTx))

where g (2) = Py

Step 2: Define each client’s local objective
Nk
1
Fk(W) = —Z £ (W, xk,j, yk,j)
My &~
]=

Step 3: Define the global objective as a weighted sum

Federated learning optimizes the union objective without
pooling raw data. The natural objective is:

Ny

K
F(W) = Z Dk Fk(W), where Pk = ZK—TL
r=1"r

k=1
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4.2. Privacy and Regulatory Considerations
Compliance with privacy regulations is mandatory for
organizations from different countries within their own
nation or another country. However, privacy risks may still
remain for certain approaches. A case in point is prediction
modeling in the insurance sector—most countries and
territories have laws aimed at preventing discrimination
based on race, color, place of origin, creed, and other
factors. If insurance risk is predicted using data that reflects
any bias, it may be possible to marginalize certain social
groups. Thus, sensitive fairness-related attributes may not
be included to safeguard privacy and comply with
regulations.

The effort described here offers a practical solution to a
federated learning problem for which data cannot be
exchanged among institutions, such as banking, insurance,
or hospital centers, or even countries, for compliance
reasons. The proposed approach provides a framework for
risk prediction in cross-insurer scenarios without sharing
data, helping to preserve users’ privacy and obey relevant
rules and legislation while supporting shared learning and
benefit for all stakeholders.

5. Federated Learning Framework for
Cross-Insurer Prediction
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An overview of the federated learning paradigm provides a
basis for a dedicated architecture addressing interactions
between multiple insurance companies. Privacy-preserving
techniques, integrated into the communication and
aggregation layers, mitigate the risk of disclosing sensitive
information and guarantee regulatory compliance.

FL enables decentralized training of machine learning
models without sharing raw data. Each insurance company
represents a client in a federated learning network, while a
central entity assumes the role of a coordinating server.
Known as the parameter server architecture, a common
implementation involves the following steps: Initially, the
server decides on the number of communication rounds N,
the fraction of clients to sample at each round C € (0,1),
and the local epoch size E. In the tth round, C|U| clients are
randomly selected without replacement from the total of |U|
participants. Each sampled client k downloads the current
model parameters from the server, performs a local update
by carrying out E gradient descent steps on its own dataset
Dk — and only on that dataset — and uploads the result
with respect to the number of data points |Dk|. The server
then aggregates the local updates for the global model
parameters. The process repeats until completion of round
N. To ensure that the aggregate updates AW do not leak
information about Dk, the clients transmit a securely
encrypted version using an additive homomorphic
encryption scheme.

Although each party communicates only a model update,
sensitive features may still be present. Sharing sensitive
information such as driver ID and address, time and
location of claims, and claim amounts might present legal
issues. Federated differential privacy adds noise to the local
updates before transmission, ensuring that an observer can
derive no more information about a particular data sample
than from a uniformly drawn sample. An appropriate
choice of globally shared noise variance limits the amount
of leakage detected by a trusted third party.

5.1. Federated Learning Architecture

The federated learning system consists of five clients and a
single server. The server initiates the procedure by
selecting a group of clients with data distributions close to
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each other, such as clients 1 and 2. Following this, the
server randomly selects a second group of clients. Clients
locally train the model on the local datasets and send the
updated parameters to the server. The server aggregates the
model updates through the FedAvg method. After several
federated learning rounds, the process is complete, and
each client receives a global model. To preserve model
privacy during client-server communication, Secure Multi-
Party Computation is applied to the prediction model's
parameters. These model parameters are encrypted with the
receiver's public key when sent to clients. Unintentional
leakage of sensitive local information during the process is
avoided by utilizing differential privacy techniques.

The FL architecture exhibits fault tolerance and scalability.
If the communication channel fails for one specific client
during a training process, no other client is affected. It
accommodates a situation in which only a portion of all
clients participate in a single training stage. As a result, the
central server can use the models from a small group of
clients to produce a new model. Additionally, to make the
training procedure less time-consuming, the clients may
send the model updates to the server after a few local
training steps instead of waiting to finish training on the
whole dataset. Synchronization among clients is
unnecessary; each locality can conduct the communication

when it is ready.
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Fig 3: Resilient Federated Learning Architectures:
Multi-Party Computation and Differential Privacy for
Scalable, Fault-Tolerant Model Aggregation

5.2. Data Preprocessing and Feature Engineering in a
Federated Setting

Data preprocessing and feature engineering represent
essential phases of risk prediction modeling, impacting
both accuracy and interpretability. While these tasks can be
distributed across the FL clients participating in a federated
prediction process, naive implementations may expose
sensitive information during feature construction or enable
unintended privacy leakage. Therefore, sensitive
operations, including data cleaning and aggregation, should
be limited to local clients, while feature normalization and
encoding of categorical variables may be entrusted to
clients without significantly lowering privacy protection
guarantees. Prior to localized feature engineering steps, the
aggregate datasets should be properly synchronized and
kept non-private.

Domain knowledge is especially relevant for generating
appropriate additional features in modeling auto insurance
risk. In particular, both the loss ratio and the underwriting
result hinge on features, mostly continuous, that insurers
must possess but may not present in a non-11D manner. Yet,
a portion of the considered features is commonly deemed
sensitive or exposed during cross-insurer modeling efforts
and therefore require special attention. Information linked
to historical claims, drivers’ record, and socio-demographic
data are usually considered sensitive user features, while
operational images associated to vehicles are perceived as
sensitive on a data partner perspective.

6. Evaluation Methodology

The evaluation methodology addresses the establishment of
a procedure to assess the federated learning model in a
cross-insurer context, specifically the federated framework
for cross-insurer prediction defined. Two main aspects will
be evaluated: predictive performance and communication
efficiency.
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To validate the aforementioned risk prediction modeling in
a multisite context without data exchange, a federated
solution is developed and compared with conventional
isolated predictions and a central approach trained on the
union of the insurers’ databases. The isolated models
adopted by each lender with local data are complemented
by a central regressor built on an emulated pan-insurer
database. The effectiveness of both the central prediction
and the isolated models is demonstrated in a base scenario
in which risk data are not distributed across locations.

The evaluation comprises a synthesis of metrics commonly
utilized in federated learning and comparative tests that go
beyond adherence to the framework. The predicted value is
thus evaluated in terms of accuracy, bias, and variance
since neutrality is a key requirement for risk calculation. A
fairness index is also employed, since risk is associated
with a social cost. The level of privacy leakage, taking the
data locality concept into account, and the amount of
communication needed to support model training are
further considered.

Equation 3) Federated training loop and FedAvg
update number of communication rounds N,
e client fraction per round C € (0,1),

e local epochs E.

Let global model at round t be w(®,

Step 1: Server samples clients

Let S; c {1, ..., K} be the sampled set, with |S;| =~ CK.

Step 2: Each sampled client runs local SGD for E
epochs

Initialize local model:

W]EfrO) =w®

For local step s = 0,1, ...,S — 1 (where S depends on
epochs E, batch size B, and ny):
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where a minibatch gradient is

1
(t.s) E (t.s)
g =— Vot \wy"5x,y
* |Bk.5| (x,y)EBy s N ( ‘ )

After local training, client returns:

W’Et+1) = ngt,S)

Step 3: Server aggregates by FedAvg

FedAvg is the weighted average of client models (or
equivalently the weighted average of updates):

Ny t+1

wttD = z W}E )
n
kes, TES: ''r

6.1. Dataset Simulation and Benchmarking Scenarios
Both the predictive task and the federated learning (FL)
framework supporting it require the cross-insurer scenario
to proceed without data sharing. Thus, the potential of FL
for collaboration amid privacy restrictions needs to be
examined through experimentation that simulates these data
silos. An existing real dataset from a single insurer is
adopted as a case study, and harmful privacy breaches are
prevented via K-Anonymous Framework (K-AF), already
benchmarked in the existing literature.

The data of an operatively cross-insurer scenario are
simulated to study the effect of data heterogeneity on
model performance and explainability. The main insurer
data act as the target, while those of other institutions
inform the predictive task. A second experimental setting
compares a low-data classical approach against a federated
learning solution, simulating collaboration without sharing
the underlying data. Finally, to represent asymmetries
typical of real-world scenarios, the scenarios consider three
redistributions of a single institution’s data.

6.2. Evaluation Metrics
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Key factors affecting the efficiency of federated learning in
predicting auto insurance risk are:

1. prediction accuracy and reliability;

2. fairness and absence of bias toward certain groups;

3. privacy leakage in the trained global model; and

4. communication cost.

Group fairness constraints should ensure that the global
model exhibits similar prediction quality across protected
groups, thereby enabling cross-insurer collaboration.
Privacy leakage can be assessed using various attack
methods from the domain-adaptive federated learning
literature. Learning with heterogeneous data improves
generalization, but intuitive metrics for these advantages in
federated meta-learning remain to be investigated.

7. Conclusion

Recent advances in federated learning have enabled
computation in a distributed manner while keeping local
data at each institution, thereby also alleviating privacy
concerns originating from data sharing. An application of
federated learning to cross-insurer prediction of car
insurance risks from policyholder characteristics has
nevertheless been largely uninvestigated. The relevant
predictive task, however, is extremely demanding and
requires the concentration of data in one central database to
be solved with any reasonable accuracy. Thus, a federated
learning scheme has been proposed to enable auto risk
assessment through collaboration across separate insurers
without the need to share raw data.

The proposed framework particularly addresses two issues.
First, it defines the adaptive design of the federated
learning server for knowledge discovery from distributed,
heterogeneous data. Second, it describes the effects of data
privacy requirements, Privacy Regulation Compliance by
Design, and emerging certification technologies for GDPR
regulation in the insurance industry on the federated
communication exchange, knowledge aggregation, and
cross-insurer collaboration. The employed age- and gender-
classified federated knowledge-aggregation scheme adapts
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to each individual-local prediction model and preserves
customer privacy.
Systemic Resource Focus

Fig 4: Systemic Resource Focus

7.1. Final Thoughts and Future Directions

Although trained on non-I1D private data, local models
achieve promising predictive performance when combined
in a federated setting. The absence of data-sharing,
including sharing labeled instances, establishes a unique
contribution and reduces the risk of privacy breaches. Data
controllers wishing to maintain ownership and
confidentiality of their data, yet wanting to gain better
insights and predictive capability by teaming up with
others, can take these aspects into consideration and
possibly align legislation with such collaborations.

Several research directions remain unexplored: evaluation
of different model architectures, alternative predictive
tasks, privacy-preserving predictions on federated
embedded models, and development of functional federated
pipelines from data preprocessing to model predictions.
Refining the simulation with real data is another challenge.
Efforts could be invested in developing federated pipelines
for predictive tasks in other industries (e.g. health or
finance), ideally on tasks where institutions would gain
advantages from teaming up yet are held back by privacy or
regulatory issues.
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